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Abstract 

Service level management of Web and Grid Services is an important issue that has to be 

solved in order to achieve large-scale deployment of services. The need to negotiate, 

measure and audit the quality of the services provided (in terms, for instance, of 

performance, cost or security) will increase directly with the proliferation of services. 

This paper presents our on-going efforts towards developing an automatic and 

independent SLA (Service Level Agreement) auditing service to be used with Grid/Web 

Services. This solution has the goal of auditing services accurately without imposing a 

heavy performance penalty and solving or easing the trust issues. We present some 

issues involved in SLA auditing for Web/Grid Services, some possible solutions to these 

problems, presenting their advantages and drawbacks. Finally, we present a 

performance analysis of these scenarios. 
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1 Introduction 

Web Services are maturing as a technology that allows for the integration of 

applications belonging to different businesses, enabling much faster and efficient 

business-to-business arrangements. Since applications integrated via Web Services 

typically span multiple administrative domains, contracts called Service Level 

Agreements (SLAs) are used to establish what a consumer application can expect from 

a provider application and can impose restrictions on what a consumer can demand 

from a provider. An SLA is composed of a set of Service Level Objectives (SLOs), that 

are evaluated using measurable data, called Service Level Indicators (SLI).  

Since SLAs are simply contracts, they do not provide hard guarantees per se. 

One must audit them to ensure that they hold. However, as these applications belong to 

different entities, there may be no implicit trust relationship between them. In particular, 

a consumer may be suspicious of the provider’s audit findings and vice-versa. Ideally, 

auditing should be done by an independent third-party entity, without requiring human 

intervention. 

Grid Services have recently evolved from Web Services and high-performance 

grid technology and promise an unprecedented level of service dynamism. In the grid 

vision, the relationship between suppliers and consumers is very dynamic and the 

services in a Grid environment are transient (i.e. have a lifetime). While this can foster a 

very efficient market for computational services, it makes matters worse from the 

viewpoint of SLA auditing. In fact, if automatic and independent auditing is important 

to the more static Web Services scenario, it is crucial to the more dynamic Grid Services 

scenario. 

This paper presents our on-going efforts towards developing an automatic and 

independent SLA auditing service to be used with Grid and Web Services. Our efforts 

are part of the OurGrid project, a project developed in collaboration between UFCG and 

HP Brazil [11]. It is organized as follows: section 2 presents some issues involved in SLA 

auditing; section 3 presents related work; section 4 describes possible solutions for auditing 

services; section 5 shows a mathematical performance analysis of these solutions and, finally, 

section 6 concludes and presents our next steps. 

2 Issues Involved in SLA Auditing 

SLAs need to be audited to give real Quality of Service (QoS) guarantees. 

However, when one thinks of auditing an SLA established between services belonging 
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to diverse entities and under different administrative control, one faces a major trust 

problem. When the services have a strong trust relationship, they can believe in each 

other’s SLIs (such as consumer’s rate of requests and provider’s response time). 

Unfortunately, in a highly dynamic service-binding scenario (such as a grid) strong pre-

established trust relationships are unlikely. 

SLIs can also be recorded at the other end. For example, the consumer can 

measure service response time and the provider can compute request rate. However, this 

does not address the real issue, which is trust. If the consumer claims that the SLA was 

not met because, for instance, the response time was too high, the provider can dispute 

this claim by presenting its own (smaller) response times. To avoid this my-word-

against-yours situation, we argue that an independent third-party Auditor should do the 

SLA evaluation. Of course, both provider and consumer must agree to use the Auditor 

beforehand and must trust it.  

However, this proposal begs the question: How is the Auditor going to obtain 

trustworthy SLIs? Asking consumer and provider for SLIs incurs the problems just 

described. One idea is for the Auditor to probe the provider as if it were the consumer. 

The drawback is the generated intrusiveness (i.e., the Auditor can overload the provider 

making requests in order to obtain SLIs). Also, if the provider identifies a request as 

coming from the Auditor, it may give preferential treatment to the request. Furthermore, 

probing only helps to get provider-related SLIs. Gauging consumer-related SLIs (such 

as the submitted load) remains an issue. 

Another issue in independently auditing SLAs relates to identifying and 

isolating the consumer/provider interaction. In a grid environment, services can consist 

of transient instances, which are created and destroyed dynamically. A consumer 

accesses a service through an instance of this service, which keeps its own state and 

information. There are two ways of accessing these instances: (i) one instance for each 

consumer (each consumer has its own instance, so no one else can access its 

information; the consumer itself creates the instance and destroys it when it has no 

further use for it); (ii) one instance shared by several consumers (the instance is not 

destroyed when a consumer does not need it, because other consumers might need to 

access it; usually some central authority will be in charge of creating and destroying the 

instances).  

The first approach can be a problem to an auditing service due to the transient nature of 

the instance. Since an instance is created and destroyed by its consumer, even if an auditing 
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service has the Grid Service Handle (GSH) of the instance it can only access this instance 

during the time interval between the instants of its creation and its destruction determined by the 

consumer. However, this is a problem to an auditing service only when it needs to know the 

information kept in a particular instance of the service to audit (i.e. if the auditing service is not 

able to audit the service using any service instance). The second approach can be a problem in 

the sense that the Auditor needs to discover the QoS the general provider is offering to a 

particular consumer, not the overall QoS to all consumers. 

3 Related Work 

Service level agreements have been applied for managing Web Services and, recently, 

for managing resources and services in a Grid environment. This section presents some work 

being developed in this area. 

The WSMF framework [1] is an HP proposal for managing resources through Web 

Services. Though the team is joining efforts to adapt WSMF to the Grid world, this is still work 

in progress. In this framework, security issues are addressed by security technologies provided 

by Web Services. The only considerations made about security are related to authentication and 

authorization of managed objects. The managed objects (resources) implement management 

interfaces and, therefore, are responsible for providing the management information concerning 

them. Questions about trust in information provided by resources are not addressed.  

WSLA framework [2] is an IBM effort for specifying and monitoring of SLAs for Web 

Services. It considers that management information can be obtained from the resources 

themselves as well as from third parties, through investigation and the interception of consumer 

requests. To check the accuracy of this information, it suggests the existence of several parties 

performing the same measurements, without knowledge of one another. This framework is 

included in the Web Services Toolkit. The IBM team is extending this toolkit for the Emerging 

Technologies Toolkit, which includes emerging technologies, such as Web Services and Grid 

computing. However, we did not identify any work related to Grid Services auditing. 

Another related work is G-QoSM framework [3], which addresses SLA management 

for Grid Services. It aims to enable Grid Services to describe their QoS properties and enable 

their users to select services/resources based on QoS requirements. QoS management is 

performed based on SLAs in order to provide adaptation to attain the consumers'  QoS 

requirements; management data are obtained from local monitoring tools, with no consideration 

about trust relationships among the parties involved in the SLA.  

The Globus project has an architecture for discovery, reservation and allocation of 

heterogeneous resources based on QoS, called GARA (General-purpose Architecture for 

Reservation and Allocation) [4]. QoS monitoring in resources is made through a handler to the 

resource; however, at the present moment, it only presents information about network status, 
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which is obtained through queries to routers. QoS monitoring of other kind of resources and 

techniques for resource control and adaptation are research areas considered by the project. The 

specification, negotiation and auditing of SLAs are not addressed in a resource context, nor are 

they addressed in a Grid Service context. 

An additional related effort, SNAP (Service Negotiation and Acquisition Protocol) [5] 

consists of a protocol and a model for SLA negotiation among consumers and resource owners, 

with the view of allocating resources according to consumer applications'  QoS requirements 

This solution is based on Globus services, such as GARA [4] and GRAM (Globus Resource 

Allocation Manager) [6], but it has not been implemented so far. SNAP is based on the 

assumption that consumers trust resources and, thus, does not address SLA auditing. 

4 Possible Solutions for Auditing Services 

The most basic solution to deal with SLA auditing lets the providers and requestors 

themselves evaluate the SLIs provided by each other (See Figure 1). In this case, there is no 

third party involved. However, for this kind of auditing to be feasible, trust is required between 

the signing parties, an unlikely situation between services in a Grid environment. Another 

problem is that the services themselves have to worry about non business-related questions, 

namely instrumenting and auditing. 

 

Figure 1: Provider  and Consumer  evaluate their  own SLA. 

We can think of a second solution whereby a third party – called an Auditor – is 

responsible for evaluating the SLA established between the signing parties (See Figure 2). In 

this solution, the Auditor asks for SLIs from the parties and compares them with the values 

agreed to in the SLA to verify contract compliance. SLA evaluation can be automated for SLAs 

defined through a common language [7]. Thus, a single Auditor service can be used to evaluate 

several SLAs established between diverse services. Since the Auditor is a Grid Service, many 

service instances can be used to distribute the processing of SLA evaluations. The drawback of 

this solution is that the services themselves have to provide the SLIs to the Auditor, straying 

from their objectives. Observe that this solution also requires that the SLIs given by the services 

be trusted. 

 

 

 

Figure 2: Auditor  evaluates the SLA from SLIs provided by Consumer  and Provider . 

Consumer Provider 

Consumer Provider 

Auditor 
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We propose a third solution to deal with the trust issue without burdening the services 

with instrumenting code. It delegates the instrumenting function to a support service, called 

Inspector (See Figure 3). This service calculates SLIs of services obtained through the 

Provider' s interface and hands them to the Auditor, which performs the SLA evaluation. In this 

case, signing parties do not need instrument their code for SLA auditing, but must trust both 

Inspector and Auditor. Since an Inspector is a Provider' s consumer, it needs to know the 

Provider' s interface. Thus, each Provider can have its own Inspector, which knows how 

calculate its SLIs. The drawback of this approach is the extra requests obtained by the Inspector 

from the Provider. These extra requests can cause undesirable side effects (such as modifying a 

Provider' s database) and impose extra load, reducing the Provider' s performance. Another 

problem with this solution is that the Provider may be able to identify the Inspector' s requests 

and give them preferential treatment. Another point to notice is that the Inspector does not 

measure the Consumer SLIs, such as load submitted by the Consumer and thus cannot audit 

them.  

 

 

 

 

Figure 3: Auditor  evaluates the SLA from SLIs provided by Inspector  and calculated 

through extra requests. 

A new architecture can solve some of the problems outlined above; this architecture has 

the Inspector working as a Provider' s decorator1 (See Figure 4). The Consumer knows the 

Inspector' s GSH (Grid Service Handle) instead of the Provider' s GSH. In this way, all requests 

coming from the Consumer pass through the Inspector before arriving at the Provider. The 

Inspector needs to implement the same interface as the Provider in addition to a management 

interface, which provides the SLI values. Inside the Inspector, the methods that calculate the 

SLI values are called before or after the Provider' s method calls. The Inspector forwards the 

Consumer' s requests, measures the load submitted by the Consumer to the Provider and 

calculates SLIs obtained from the Provider' s side. 

This solution has several advantages over previous attempts. Among them, there 

are no additional requests generated by Inspector, that is, all requests made to Provider 

are requests coming from a real Consumer. No additional load is imposed on the 

Provider and no side effects (e.g. database modifications) need be worried about. The 

                                                
1 A “Decorator”  is a well-known design pattern [10]. 

Provider 

Inspector 

Consumer 

Auditor 
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Provider cannot identify the Inspector' s requests and give them preferential treatments 

because all requests come from Consumers through the Inspector. Another problem 

solved by this architecture is the measurement of the load submitted by the Consumer, 

which may also be restricted by SLA clauses. Since the Inspector forwards all 

Consumers'  requests, it can audit them, by counting or otherwise. As with all 

instrumenting and monitoring solutions, this solution imposes costs for the services. 

One cost is performance loss due to the addition of an Inspector. Another cost is an 

error in the SLI measurement caused by the instrumenting process itself.  These costs 

can be reduced if the Inspector monitors only a sample of requests. 

 
 

 

 

 

 

Figure 4: Auditor  evaluates the SLA from SLIs provided by Inspector  working as a 

Provider ’ s decorator  and calculated without extra requests. 

An alternative to the previous architecture is to make some requests from the Consumer 

go directly to the Provider and some requests go through the Inspector (See Figure 5). This 

alternative tries to reduce the performance impact caused when all requests are forwarded to the 

Inspector. While this solution may improve the performance, it suffers from many problems 

outlined earlier; for example, the Provider can give preferential treatment to the requests coming 

through the Inspector; it also brings back the difficulty of auditing the requests submitted by the 

Consumer, since the Inspector does not see all requests. 

 

 

 

 

 

 

Figure 5: Auditor  evaluates the SLA from SLIs provided by Inspector  working as a Provider ’s 

decorator . Some requests go to Provider  directly to reduce the per formance impact. 

Provider Inspector 

(Provider' s 

Decorator) 

Consumer 

Auditor 

Provider: 

insert(){ //…}  

Inspector: 

insert(){  

  p.insert(); 

  calculateSLI(); 

}  

calculateSLI(){ //...

Provider Inspector 

(Provider' s 

Decorator) 

Consumer 

Auditor 
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5 Performance Analysis 

In this section we are concerned with the performance behavior of the scenarios 

presented previously, that is, we are interested in analyzing how much performance the 

provider loses due to SLA auditing, as seen by the consumer.  

In general terms, two factors decrease the performance of the services in an 

auditing process. The first is the sample size of additional requests obtained from the 

Provider in order to calculate SLI values. The greater the sample size of additional 

requests, the larger the intrusive effect on the performance of the service. Another factor 

is what we term the Heisenberg error, which is the error introduced in the measured 

value due to the measurement process itself. For example, the response time SLI 

calculated can diverge from the value of the response time obtained had auditing not 

been performed. 

These factors present themselves differently under the various scenarios.  

In the first scenario, in which the Provider and the Consumer themselves 

calculate the SLI values, no additional requests are imposed on the service to obtain SLI 

values and the sample size factor is not present. However, there is a penalty in having a 

provider calculate SLIs. We call this delay h1, the Heisenberg error for the first scenario. 

Since the processing time required to perform an SLI measurement and SLA auditing is 

typically very small compared to the processing time of the requests themselves, we 

may consider the delay h1 to be negligible.  

In the second scenario, in which an Auditor obtains SLI values from the parties, 

no extra service requests are performed and the sample size factor does not apply. 

However, some processing has been transferred from the Provider to the Auditor: SLI 

calculations are still performed by the Provider but SLA auditing is performed by the 

Auditor. On the other hand, some additional processing will need to be performed by 

the Provider in order to periodically provide SLI values to the Auditor. Since this is 

infrequent, ± maybe once a day, for a typical SLA ± the Heisenberg difference in the 

second scenario, h2, is also considered to be negligible. 

In the third scenario, sample size is important, since additional service requests 

are performed for auditing purposes. The additional load imposed on the Provider by 

these requests will affect the performance seen by consumers, and the SLI values 

calculated will therefore include a Heisenberg error, h3. This value is larger than h1 or h2 
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since the load imposed by business requests is typically much larger that the load 

imposed by a few requests for SLI values.  

In the fourth scenario, where the Inspector works as a decorator to the Provider, 

we only need worry about the Heisenberg error, h4. As the Inspector will examine all 

requests sent to the Provider, we do not need to analyze the sample size. The 

Heisenberg error h4 is different from h3 because it is not caused by extra requests. The 

SLI values seen by consumers may be substantially different than if the Inspector were 

not present and the consumers were to make requests directly to the Provider. Thus, we 

expect a larger value for h4. 

Finally, in the fifth scenario we can analyze both factors. As only a sample of 

requests is audited through the Inspector, we can analyze the sample size to reduce the 

performance impact. We can analyze also the Heisenberg error h5, which, like h4, is 

caused by the indirection suffered by the requests. However h5 is only a fraction of h4 

because the indirection is only suffered by a sample of requests, that is, 45 h
N
n

h = , 

where n is the sample size and N is the population size (the total number of requests 

performed over the observation period). 

In the next subsection sample size will be analyzed. Subsection 5.2 is concerned 

with the Heisenberg error h4 compared to a scenario where there is no auditing. 

5.1 Calculating the sample size 

In order to reduce performance loss, SLIs can be calculated over only a sample 

of requests. There is a tradeoff between the overhead imposed by measurement and the 

accuracy desired for those measurements. We therefore want to find the smallest sample 

size that provides the desired confidence level. This analysis applies to the third and 

fifth scenarios. 

Since our goal is to analyze the performance of the Provider in answering the 

Consumers'  requests, we use the response time SLI2 as random variable and the events 

of our analysis are the requests coming from Consumers.   

In the SLA, we define the mean response time SLO, which is calculated and 

evaluated based on a set of response time SLI values over a time interval also defined in 

the SLA. That is, during this time interval we collect a set of response time samples, 

                                                
2 We use response time as an example SLI throughout. The analysis applies to any SLI. 
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calculate the response time mean and compare with the threshold for SLO defined in the 

SLA.   

Since we cannot calculate a perfect estimate of the population mean response 

time through a sample, the SLA defines a confidence level ( )%1100 a-  such as the 

probability of the population mean response time ( )m  is in an interval ( )21,cc  is ( )a-1  

[8], that is: 

Probability{ } am -=££ 121 cc  

This interval is called the confidence interval for the population mean and when 

the observations come from a normally distributed population, it is given using the 

Student t  distribution [8]:  

[ ] [ ] ÷
ø
öç

è
æ +-

----
nstTnstT

nn
/,/

1;211;21 aa  

Here, T  is the mean sample response time, s is the sample standard deviation, 

n  is the sample size and [ ]1;21 -- n
t a  is the ( )21 a- -quantile of a t-variate with 1-n  

degrees of freedom.  

The value for [ ]1;21 -- n
t a  is a fixed number depending on the confidence level and 

the degrees of freedom. The SLA can either define a value for s or a value for a 

maximum acceptable error acce , which replaces [ ] nst
n

/
1;21 -- a : 

[ ] nst
nacc /

1;21 --
= ae  

The confidence interval is expressed in terms of the maximum acceptable error 

as ( )accacc TT ee +- , . 

 Since the SLA establishes the maximum acceptable error and the confidence 

interval, we can find the minimum sample size n  to obtain the mean response time. 

According to the Central Limit Theorem, when the sample size n  is great enough, the 

sample mean distribution is approximately normal and the size is calculated as: 

2

2
2

21

acc

sz
n

e

a ÷
ø
öç

è
æ

=
-
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Here, 
21 a-

z  is the ( )21 a- -quantile of a unit normal variate. Note that we need a 

preliminary estimate of the variance 2
0s . To find this estimate, we can get a pilot 

sample set and use it to calculate the sample size in a second moment [9]. 

For each SLO evaluation time interval, we can make a correction in the initial 

variance value according the equation below and make a hypothesis testing in order to 

accept or reject this value: 

1

2

11

2

2

-

÷
ø

ö
ç
è

æ
-

=
åå

=-

n

TT

s

n

i
i

n

i
i

 

In this case, the hypothesis testing can be made through a control chart. The tests 

are: 
2

0
2

0 : ssH =  

2
0

2
1 : ssH ¹  

 Here, 2s  is the variance value obtained in the current evaluation and 2
0s  is the 

variance value obtained in the previous evaluation.  

The control chart has two fixed limits a and b depending on the confidence level 

defined in the SLA. In the control chart used to correct the value of the variance, the 

Chi-Square distribution is used. If the 2s  value obtained is between a and b, that is 

bsa ££ 2 , 0H  is accepted and the variance value that will be used in the next 

evaluation will continue the same. If the variance value obtained is out of the range, 0H  

is rejected and the next evaluation uses the variance value obtained in the current 

evaluation. 

5.2 Analyzing the Heisenberg er ror  h4 

The Heisenberg error is a difference caused in a measured value due to the 

observation method used. That is, in measuring a value of a parameter we introduce an 

instrument to make this measurement. This instrument itself modifies the value to be 

observed. Of the five Heisenberg errors discussed above, h4 is very likely the largest; it 

also corresponds to what we consider to be the most useful scenario. It is thus important 

to analyze its value. 

In the fourth scenario, the Inspector itself introduces an error h4 in the value 

measured for the response time SLI, as experienced by the Consumer. The Inspector' s 

processing time increases the response time of a Consumer' s request. In addition to this, 
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the network delay can be different when we insert the Inspector between the Consumer 

and the Provider (See Figure 6).   

 

 

 

 

 

 

 

 

Figure 6: Analyzing the cost in introducing the Inspector  

 

 

 

Figure 7: Communication Consumer-Provider without auditing 

To analyze the cost in response time caused by introducing the Inspector we 

consider some timestamps and some time intervals. In Consumer-Provider-Consumer 

communication without auditing (See Figure 7), we define the timestamps 4321 ,,, uuuu  

and two network propagation delays 2,1 uud  and 4,3 uud  as time intervals. In Consumer-

Inspector-Provider-Inspector-Consumer communication we define the timestamps 

87654321 ,,,,,,, tttttttt  and some time intervals such as: the network propagation delays 

2,1 ttd , 4,3 ttd , 6,5 ttd , 8,7 ttd ; the request processing time pd  spent in Provider; the request 

forward time fd  and the request return time rd  spent in Inspector.  The time intervals 

will be explained below. 

Network propagation delays are time intervals spent by data traffic in the 

network. We have two delays in Consumer-Provider-Consumer communication:  

122,1 uuuu -=d  ; du3,u4 = u4 ± u3 

In order to ease estimating of these delays (as we will show further on), we 

consider the sum of both network delays: 

4,32,1 uuuuPC ddd +=-  

Here PC-d  represents the total network delay between Consumer and Provider in 

the Consumer-Provider-Consumer communication. 

t7 t8 

t1 t2 

Provider 

Auditor 

t3 t4 

t6 t5 

Provider Consumer 
u1 u2 

u3 u4 

Inspector 

(Provider' s 

Decorator) 
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In Consumer-Inspector-Provider-Inspector-Consumer communication we have 

four delays: 

122,1 tttt -=d  ; 344,3 tttt -=d  ; 566,5 tttt -=d  ; 788,7 tttt -=d  

To ease estimation, we also use: 

8,72,1 ttttIC ddd +=- ; 6,54,3 ttttPI ddd +=-  

Here IC-d  represents the total network delay between Consumer and Inspector 

and PI -d  represents the total network between Inspector and Provider in the Consumer-

Inspector-Provider-Inspector-Consumer communication.  

The Provider' s processing time pd  is the same in both kinds of communication 

and it is calculated as the difference between the time it answers and the time it receives 

the request:  

2345 uuttp -=-=d  

The request spends a time interval fd  in Inspector, which is the time spent for 

the Inspector to forward the request to the Provider. It is calculated as:  

23 ttf -=d    

The answer also spends a time interval rd  in the Inspector, which is the time 

spent in the Inspector to return the answer to the Consumer. It is calculated as: 

67 ttr -=d  

Since we measure the timestamps at the application level of the Web Service, 

the time intervals pd , fd  and rd  assume timestamps gathered at this level. Time spent 

in protocol layers below the application level are part of the network delay 

Given that the Consumer sends a request to the Inspector at time t1, we can 

calculate the time at which the answer arrives to the Consumer by the following 

equation: 

PIICrpftt -- +++++= ddddd18  

Without the presence of an Inspector, when the Consumer sends a request to the 

Provider directly at time u1, we can calculate when the Consumer receives the answer as 

follows:   

PCpuu -++= dd14  

Note that we can make the initial request time the same in both cases: 

11 tu =  
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In auditing services in a Grid environment, four questions may be of importance: 

·  What promises are made in an SLA? Should the Provider promise values for u3 

± u2 or for u4 ± u1?  

·  How can we estimate the network propagation delays between services? 

·  How can the Inspector use its timestamps t2, t3, t6 and t7 to infer u3 ± u2? 

·  How can the Inspector use its timestamps t2, t3, t6 and t7 to infer u4 ± u1? What is 

the performance impact, that is, what is the Heisenberg error h4? 

What promises are made in an SLA? 

Since an SLA is a contract established between a Provider and a Consumer, it can 

define mean response time SLO based on response time values obtained on the Provider 

side (u3 ± u2) or based on values obtained on the Consumer side (u4 ± u1). Typically, 

Providers will only make guarantees about the time spent between request reception and 

answer dispatch. Network propagation delay is usually out of the Provider' s control. 

However, from the Consumer' s point of view, overall delay is important. If both 

Consumer and Provider agree to use an SLO based on times obtained on the Consumer 

side, they have to consider the uncertainty caused by the network between them. 

How can we estimate the network propagation delays between services? 

Since we are considering that the network propagation delays include time spent 

in all Web Service protocol levels except the application level, we cannot use the 

traditional ping command, which only reaches the network level, in order to estimate 

these delays. We therefore suggest implementing a WS-ping service (Web Service ping) 

implemented in the Web Service application level. WS-ping allows one to measure the 

sum of the time given by the common ping command and the time spent in the rest of 

Web Service protocol stack. 

How can the Inspector  use its timestamps t2, t3, t6 and t7 to infer  u3 – u2? 

For a request that does not go through the Inspector, response time is the 

Provider' s processing time 23 uup -=d  . Since the auditing service cannot access the 

Provider' s timestamps, we need calculate pd  from the Inspector' s timestamps. We can 

observe that pd  is indifferent to the source of the request and that 23 uup -=d  and 

45 ttp -=d . Note that the Inspector does not have access to timestamps on the 
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Provider' s side. We need to estimate pd  from timestamp values known by Inspector, 

namely t3 and t6:  

pPItt dd +=- -36  

The value for PI -d  can be estimated by using WS-ping between the Inspector and 

the Provider. Since we know 6t , 3t and PI -d , we can find pd and thus u3 ± u2, as desired.  

How can the Inspector  use its timestamps t2, t3, t6 and t7 to infer  u4 – u1? What 

is the per formance impact, that is, what is the Heisenberg error  h4? 

Determining u4 ± u1 is different from dealing with u3 ± u2. The different network 

paths used between Consumer and Provider when requests come through the Inspector 

or not imply that t8 is different from u4, thus u4 ± u1 is not equal to t8 ± t1. Without loss 

of generality, we make u1 = t1. We know that: 

PIICrpftt -- +++++= ddddd18  

PCpuu -++= dd14  

In order to analyze the performance impact in including an Inspector between 

Consumer and Provider, we analyze the difference t8 ± u4. This difference is the 

Heisenberg error for the fourth scenario, h4: 

484 uth -=  

Since t1 = u1 and pd is the same in both equations, we can observe that the 

difference between t8 and u4 comes from delays between Consumer and Provider. When 

a request does not pass through the Inspector, the delay is PC-d . When requests pass 

through the Inspector, the delay is rfPIIC dddd +++ -- . The rd  and fd  delays are due 

to the auditing service. The network causes the other delays.  Thus, 

PCPIICrfh --- -+++= ddddd4  

We only need to estimate the network delays IC-d , PI -d  and PC-d  because fd  

and rd  are on Inspector side. Since fd  and rd  are measured at the Inspector application 

level, we can use WS-ping between Inspector and Consumer and between Inspector and 

Provider in order to estimate the network delays. 

6 Conclusion and Next Steps 

We believe that SLA auditing is an important issue that has to be solved in order to 

achieve large-scale deployment of services. The need to negotiate, measure and audit the quality 
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of the services provided (in terms, for instance, of performance, cost or security) will increase 

directly with the proliferation of services. The main challenges to be faced to solve this question 

arise due to the very heterogeneous and dynamic environment associated with computational 

Grids and the trust issues related to obligation contracts that involve multiple administrative 

domains. As a result, the service level management system must automatically negotiate, 

monitor and audit the services considering all trust aspects involved. 

In this paper we present some trust and performance issues involved in SLA auditing 

for Web/Grid Services, five possible scenarios to deal with these issues; we also discuss their 

advantages and drawbacks and we provide a performance analysis about these scenarios.   

In this analysis we study two factors that decrease the performance of the services 

due to the auditing process. One of them is the size of the set of samples of additional 

requests obtained from the Provider in order to calculate SLI values. The greater the 

sample size, the larger the performance impact on the service. Another factor is the 

Heisenberg error, that is, the error introduced in the measured value due to the 

measurement method itself. We discussed these two factors for the five scenarios 

presented and analyzed the more important scenarios more thoroughly. 

Our next steps involve implementing some scenarios and obtaining concrete values 

about the effect of auditing on service performance. 

Another issue we want to analyze in independently auditing SLAs relates to 

identifying and isolating the consumer/provider interaction. This issue is due to the 

transient nature of Grid Services. 
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