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Abstract. Irregular and iterative I/O-intensive jobs needa different approach
from paralleljob schedulersThe focusin this caseis not only the processing
requirement@nymore: memory network and storagecapacitymustall be con-
sideredin makinga schedulingdecision.Job executionsare irregular and data
dependentalternatingbetweenCPU-boundand I/O-boundphasesin this pa-
per, we proposeandimplementa paralleljob schedulingstratgy for suchjobs,
called AnthillSched,basedon a simple heuristic:we mapthe behaior of a par
allel applicationwith minimal resourcesaswe vary its input parameterskFrom
that mappingwe infer the bestschedulingfor a certainsetof input parameters
given the availableresourcesTo testandverify AnthillSchedwe usedlogs ob-
tainedfrom areal systemexecutingdatamining jobs.Our maincontritutionsare
theimplementatiorof a paralleljob schedulingstratgy in a realsystemandthe
performanceanalysisof AnthillSched,which allowed usto discardsomeother
schedulingalternatvesconsideregreviously.

1 Intr oduction

Increasingprocessingpower, network bandwidth mainmemory anddisk capacityhave
beenenablingef cient andscalableparallelizationof awide classof applicationghat
includedatamining [1, 2], scienti ¢ visualization[3, 4], andsimulation[5]. Theseap-
plicationsarenot only demandingn termsof systemresourcesbut alsoa paralleliza-
tion challengessincethey areusuallyirregular, I/O-intensive, anditerative. We referto
themas3l applicationsor jobs. As irregularjobs, their executiontime is not really pre-
dictable, andpureanalyticalcostmodelsareusuallynotaccurateThefactthatthey are
I/0O intensize make themevenlesspredictable sincetheir performances signi cantly
affectedby the systemcomponentsindby the amountof overlapbetweercomputation
andcommunicatiorthatis achievedduringthe job execution.Further 31 jobs perform
computationspanningseveral datadomains not only consumingdatafrom thosedo-
mains,but alsogeneratinghew datadinamically increasinghe volumeof information
to be handledin realtime. Finally, iteratvenesgaisestwo issueghat affect the paral-
lelization: locality of referenceanddegreeof parallelism.The locality of references
importantbecausehe accespatternssary over time with eachiteration. Thedegreeof
parallelismis a function of the datadependencieamongiterations.As a consequence



of thesecharacteristicsschedulingof 31 jobsis quite a challengeanddeterminingop-
timal schedulingor themis a very comple task,sinceit mustconsidedocality, input
size,datadependencesndparallelizationopportunities.

Generallyspeakingparalleljob schedulerdiave beendesignedo dealwith CPU-
intensive jobs [6—17]. Someresearcherfiave proposedstratgies to deal with 1/O-
intensve andirregularjobs[18,19,4,5,20-22],but not with 3l jobs.

In this paperwe investigatethe schedulingof 3l jobs, in particular lter -labeled
streamprogramsexecutedn Anthill, our run-timesystem[23]. Filter streamprograms
arestructuredaspipelinesof Iters thatcommunicateisingstreamswhereparallelism
is achieved by the instantiationof multiple copiesof ary given Iter [24]. Thelabeled
streamabstractionextendsthe model by guaranteeingonsistentaddressingamong
Iter instanceshy the useof labelsassociatedvith ary datathat traversesa stream.
Theseprogramsare fundamentallyasynchronousnd implementedusing an event-
basedparadigm.In the scopeof this work, a job is the executionof a programwith
speci ¢ input parameter®n speci ¢ datausinga numberof instancedor each lter.
Themainissueis thateach Iter demandsa differentamountof CPUandl/O and,in
orderto be ef cient, theremustbe a continuousand balanceddata o w between|-
ters.Our premiseis thatthe balanceof the data o w betweenlters may be achieved
by schedulingthe propernumberof Iter copiesor instanceslin this paperwe pro-
pose,implement,and evaluatea paralleljob schedulingstrateyy called AnthillSched,
which determineshe numberof Iter instancesccordingto each lter' s CPUandl/O
demandsand schedulegshem. We evaluateAnthillSchedusinglogs derived from ac-
tual workloadssubmittedto the Tamandé® systemwhichis a datamining servicethat
executegdatamining 31 jobson Anthill.

This paperis organizedasfollows. We presenthe relatedwork in Section2. The
following sectionintroduceghe Anthill programmingervironment,and Section4 de-
scribesour proposedschedulingstrategyy. We then presenthe workload, metrics, ex-
perimentaketup resultsandthe performancenalysisof AnthillSchedin thefollowing
sectionsFinally, we presenbur conclusionsanddiscusssomefuture work.

2 RelatedWork

While we are not aware of works on scheduling3l jobs, other researcherbave ad-
dressedhe issueof schedulingparallel I/O-intensive jobs. Wisemanet al. presented
Paired-Gandschedulingin which I/O-intensiveandCPU-intensie jobsshareghesame
time slots[21]. Thus,when an I/O-intensie job waits for an I/O requestthe CPU-
intensive job usesthe CPU, increasingutilization. This approachindicateshat proces-
sorsharingis agoodmechanisnto increaseperformancén mixedloads.
Anotherwork shavsthreeversionsof anl/O-AwareGangSchedulindlOGS)strat-
egy [22]. The rst one,for eachjob, looksfor therow in the OusterhouMatrix (time-
spacematrix) with the leastnumberof free slotswherejob le nodesare available,
consideringa senerlessle system.This approachs not ef cient for workloadswith
lower I/O intensity The secondversion,called Adaptive-IOGS,useslOGS, but also

! Tamanda meansanteatein Portuguese.



tries the traditionalgangschedulingapproachlt fails to dealwith high I/O-intensive
workloads.The lastversion,called Migration-Adaptive IOGS, includesthe migration
of jobsto their associatedle nodesduring execution.This strateyy outperformedall
theotherones.

A job schedulingstrateyy for datamining applicationsin a cluster/gridwas pro-
posedby Silva andHruschka[20]. It groupsindependentasksthat usethe samedata
to form abiggerjob andscheduled to thesamegroupof processorsThus,theamount
of transferredlatais reducedandthe jobs performancas increased.

StorageAf nity is ajob schedulingstratey thatexploits temporalandspatialdata
locality for bag-of-taskgobs. It schedulegobscloseto their dataaccordingo the stor
ageafnity metricit de nes (distancefrom data)andalsousestaskreplicationwhen
necessanyt haspresentedbetterperformancehanXSufferage(a priori informed)and
WQR (non-informed)5].

Finally, avery closelyrelatedwork is LPSchedajob schedulingstrateyy thatdeals
with asynchronouslata o w I/O-intensie jobs usinglinear programming[4]. It as-
sumeghatinformationaboutjob behaior is availablea priori andit dynamicallymon-
itors cluster/gridresourcest run time. It maximizesthe data o w betweentasksand
minimizesthe numberof processorsisedperjob. AnthillScheddiffersfrom LPSched
in mary points:it supportdabeledstreamsanditerative data o w communicationjt
usesa simpleheuristicanddoesnot userun-timemonitors.

3 The Anthill Programming Environment

A previousimplementatiorof the Filter-Streamprogrammingmodelis DataCuttera
middleware that enablesef cient applicationexecutionon distributed heterogeneous
ernvironments[3]. DataCutterallows the instantiationof several (transparenttopies
of each Iter at runtimeso thatthe applicationcanbalancethe differentcomputation
demandsf different lters aswell asachieve high performanceThe streamabstrac-
tion maintaingheillusion of point-to-pointcommunicatiorbetweenlters, andwhena
givencopy outputsdatato the streamthe middlevaretakescareof deliveringthe data
to oneof the transparentopieson the otherend.Broadcasis possible but selecting
a particularcopy to receve the datais tricky, sinceDataCutteiimplementsautomatic
destinatiorselectiormechanisméasedn round-robinor demand-dsrenmodels.

We extend that programmingmodel in the Anthill ervironmentby providing a
mechanisrmamedlabeledstreamwhich allows the selectionof a particularcopy as
destinatiorbasedon someinformationrelatedto the data(the labels).Suchextension
providesaricherprogrammingervironment,makingit easierfor transparentopiesto
partitionglobal state[23]. Besideghat, Anthill providesatask-orientedramework, in
whichtheapplicationexecutioncanbemodeledasa collectionof taskswhich represent
iterationsover theinput datathatmay or may not be dependenon oneanotherin that
way, Anthill exploresparallelismin time andspaceaswell asit makesit easyto exploit
asynchrog.

As we seein Figure1, a job in Anthill explorestime parallelismlike a pipeline,
sinceit is composedf N lters (processingphaser stages)onnectedy streams
(communicatiorchannels)This job modelexplicitly forcesthe programmetto divide



thejob in well de ned phaseg Iters), in whichinput datais transformedy each lter
into anotherdatadomainthatis requiredby thenext lter.
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TheAnthill programmingmodelalsoexploresspatialparallelismaseach lter can
have multiple copies or instancesexecutingin differentcomputenodes Eachcommu-
nicationchannelbetweenlters canbe de ned as point-to-point,to direct eachpiece
of datato a speci c lter copy (eitherround-robinor by de ning a labeledstream)or
broadcastwheredatais copiedto all Iter copiesof the Iter in next level. A con-
sequencef spatialparallelismis dataparallelism,because dataseis automatically
partitionedamong Iter copies.Togethemwith streamsdataparallelismprovidesanef-
cient mechanisnto divide thel/O demandsmong lters, while labelingallows data
deliveryto remainconsistentvhennecessary

The task-orientednterfaceis what allows Anthill to ef ciently exploit the asyn-
chrory of the application.Eachjob is seenasa setof work slices(WS) to be executed
whichmayrepreseniterationsof analgorithmandmaybecreatedlynamicallyasinput
datais beingprocessedthatis particularlyusefulfor data-dependeniterative applica-
tions). Whenawork slice W S; is createdjts datadependenciet® ary previousslice
WS; areexplicitly indicated.ThatgivesAnthill informationaboutall synchronization
thatis really requiredby the application,allowing it to exploit all asynchro in slices
thatalreadyhadtheir dependencieset.

4 Anthill Scheduler

It shouldbenotedthatAnthill' sprogrammingnodeldealswith only qualitative aspects
of 3l jobs. As we presentedAnthill allows asynchrog, iteratvenessspatialanddata
parallelism,but it doesnot dealwith quantitatve aspectsuchasthe numberof Iter
copiesnumberof transmittedbytesduringaniterationetc. Thus,to dealwith quantita-
tive aspectsywe needa job schedulingstrategy thatcandeterminghe numberof Iter
copiesconsidering Iter executiontimes, Iter I/O demandsdatacompleity, etc. It



is importantto noticethat the overall applicationperformances highly dependenbn
suchschedulinglecisions.

To addresshatproblemwe proposeAnthillSched aparalleljob schedulingstrateyy,
implementedas Anthill' s job schedulerlt focuseson the properschedulingof a 3I
job on a cluster thatis, the decisionaboutthe numberof copiesof each Iter, based
on the job input parametersTheseparameterare speci ¢ for eachalgorithmbeing
executedin a job; for a clusteringalgorithm, for example,it might be the numberof
clustersto be consideredBasedon thoseparametersAnthillSched must outputthe
numberof instancegor each Iter in thealgorithm.Therearetwo possiblealternatves
toimplementhat:useanalyticalmodelingwhichis verycomplecandcanbeinfeasible
to our problem,or a simplersolution,which is whatwe chosein thework.

Our approachs basedon a simple experimentalheuristicto solve a very complec
problemin anef cient, althoughpossiblynotoptimal,way. Ourdecisionto useaheuris-
tic wasbasedon thefactthatthe 3|l applicationsn which we areinterestechave very
comple interactionsSincethe processingndthe applicationghemselesareiterative
(usersmayrun a samealgorithmmultiple timeswith differentinput parametersyying
to geta betterresultfor their particularproblems).Going for a full analyticalmodel
would mostoften be a very comple task. Although we may not be ableto getto an
optimalsolution,with thesimplerschedulingstrateyy, however, we still expectto elim-
inatepossiblebottlenecksaandprovide a continuousdata o w with high asynchrog to
3l jobs.

Givenaprogramthatmustbe scheduledthedomainof its input parametersustbe
rst identi ed andclearly mappedAnthillSchedrequiresq controlledexecutionsone
for eachpossiblepermutationof the input parameterskor example,if we have input
parameteré\ andB, andeachparametecanassumelO differentvalues,we have 100
possiblepermutationsA controlledexecutionis the executionof a job with onecopy
of each Iter (sequentiapipeline)with certaincombinationof input parametergsay
combinationi). For eachjob execution,we collectthe numberof input bytes j; and
the executiontime E;; for each lter j. During the executionof AnthillSchedwe use
Bj torepresenthebytesactuallyrecevedby a lter, sincethatmaychangeduringthe
computationAt rst, Bj = .

In Anthill, eachjob is executedaccordingo a FCFSstrategy with exclusive access
to all processorén the cluster Whena new job arrives,Anthill executesAnthillSched
with the job's setof input parametersi) andthe numberof available processorgp) as
input. Thescheduleputputsthenumberof Iter copiesCj; for eachlter j (represented
asawholeasC;), afterm iterations.First, for eachiteration,the numberof copiesof
eachlter Cj is calculatedaccordingto Fig. 2, wheren is thenumberof Iters in the
pipelinefor thatapplication.In the rst step,we normalizethe numberof input bytes
Bj andtheexecutiontime E;; dividing themby the total sumof bytesandexecution
times,respectiely. Then,we sumthe normalizedvaluesanddivide it by two, in order
to obtaintherelative resourceequirement®f each Iter . For example,if we hadajob
with 3 lters, we might nd that Iterl, Iter2 and lter3, respectiely, utilize 0.6,0.2
and 0.2 of the total of resourcedo executethe job. Finally, accordingto the number
of availableprocessorg, we calculatethe numberof copiesCj proportionallyto the
relative requirement®f each Iter.



function AnthillSched(i, p : integer): arrayof integer
for 1to mdo
forj=1tondo

P nB i P nE i
_, Bik
Cij = p k=1
endfor;

K= Dk

2

for j=1tondo
g= (j + 1)mod(n)
if (broadcast(S; ; Siq))
Biq = iq Ciq
endfor;
endfor;
return C;
end;

Fig. 2. AnthillScheds algorithm

Thesecondstepin Fig. 2 handlesbroadcasbperationssincewhena broadcasbc-
cursbetweentwo lters, thenumberof inputbytesof thedestinationlter will increase
accordingto it's numberof copies.For every Iter j, we mustconsiderits streamto
thenext lter g (whereq= (j + 1)mod(n)); thatstreamis identi ed asSjq. If Sjq is
a broadcasstream the numberof input bytesreceived by the destinationlter during
thecontrolledexecution iq (which hadasinglecopy of each lter) mustbemultiplied
by the numberof copiesCiq . Thus,AnthillSchedmustrecalculatehe numberof input
bytesBjq for that Iter anditerateagain.

If we have alarge numberof possibleinput permutationsit is not feasibleto run
all controlledexecutionsandstorethem.A solutionin this caseis to consideronly a
samplingof the spaceof possiblepermutationsWhena new, or not yet considered,
combinationof input parameter®f a job is found, an interpolationbetweenthe two
nearestombinationcanapproximatehe numberof copiesfor each Iter for thatjob.

For eachnew submittedob, Anthill callsAnthillSchedwith thejob's permutatiorof
input parametersThe schedulingprocesoverheads negligible, becausehe heuristic
is very simple and can be solved in polynomialtime aswe seein Figure 2, sinceit
de nesalimit for theiterations,m.

During preliminarytestswe veri ed thatcontrolledexecutionsthatspentlessthan
5 secondglid not needto be parallelized This thresholdcanvary accordingto thejobs
andinputdata,but asa generalule, shortsequentiajobsdo not needto be parallelized
to improve performanceThus,we createdan optimizedversionof AnthillSchedthat
determinesf a certainjob mustexecutein parallel (more than one copy per lter).
Otherwisejt executesasequentialersionof thejob. We namedhis versionOptimized
AnthillSched(OAS).

5 Results

In this sectionwe evaluateour schedulingstrategyy by applyingit to a datamining
application:the ID3 algorithmfor building decisiontrees.In particular we want to



investigatewhetherthe numberof Iter copiesC; for a 3l job dependsquallyonthe
numberof inputbytesB;; andexecutiontimeE; of eachlter j. Thus,if thenumberof
eachlter' scopiesC;j is uniformly distributedaccordingto Bjj andE;j , we eliminate
possiblebottleneckandprovide acontinuousiata o w with high asynchrog for ajob.

To test and analyzeour hypothesiswe comparedtwo versionsof AnthillSched
(non-optimizedandoptimized)to othertwo job schedulingstratgyies: BalancedStrat-
egy (BS)andAll-in-all Strategy(AS). Theproposedstratgiesusethe maximumnumber
of processorsvailable. The BS tries to balancethe numberof processorsssignedo
eachlter , assuminthatall lters have equalloads.For example,if we have ajob with
3 lters andaclusterof 15 processorsgach Iter will have 5 copiesiIn AS, every lter
hasonecopy on every processqrexecutingconcurrently

5.1 Experimental Setup

For theworkloadwe usedreallogs of datamining jobs executedn the Tamandéplat-
form by its users.As previously mentioned,Tamandaé is a scalable service-oriented
datamining platformexecutingon differentclustersthatusesef cient algorithmswith
large databasesThelogs usedarefrom clusterswere Tamanda is beingusedto mine
governmentdatabasegone on public expendituresanotheron public safety— 911
calls).Currentlytherearevariousdatamining algorithmsimplementedn Anthill, such
asA priori, K-Means,etc. In our experimentswe choseto focuson ID3 (a decision
treealgorithmfor classi cation) [1]. The maininput parametethatin uencesID3 is
the minimum nodesize, which de nes the minimum numberof homogeneoupoints
neededo createa nodein thedecisiontree.

Basedonreallogsfrom Tamandé, we characterizetheinter-arrival time between
jobs asshaowvn in Fig. 3(b) andthe minimum nodesize usedas a parametefor each
job in Fig. 3(a). As we seein Fig. 3(a), the majority of minimum node size values
are concentratedetween0 and 10. In ID3, asan approximationthe minimum node
size may be considerednverselyproportionalto the executiontime, so it meansthat
long-runningjobsarepredominanbver shortjobs.

Min. Node Size Distribution Inter-Arrival Times Distribution

0.8

0.6

# of jobs
PX>x

0.4

02

0 . . . . N
o 1 2 3 4 5 6 7 8 9 10 11+ 0 10000 20000 30000 40000 50000 60000
minimum node size Inter-Arrival Time (seconds)

(a) Minimum nodesizehistogram (b) Inter-arrival time inverse cumulatve

distribution

Fig. 3. Workloadcharacterization



Basedon thecharacterizatiowf Tamand@logs,we createda workloadmodelthat
usesthe inter-arrival time patternbetweenjobs and the minimum nodesize pattern.
We veri ed thattheinterarrival time (Fig. 3(b)) ts an exponentialdistribution with
parameter = 0:00015352with chi-squardestvalueequalto 0. The minimumnode
size ts aParetodistribution with parameters = 0.61815anda = 0.00075019where

is the continuousshapegparameteanda is the continuousscaleparamete(Fig. 3(a)).
Using a workloadgeneratarwe generated .0 workloads,eachonecomposedf 1000
jobsexecutingthelD3 algorithmwith minimumnodesizeandsubmissiortime derived
from thedistributionin Figure3.

To testthe schedulingstratgjiesunderdifferentconditions,we variedthe load (job
arrival rate) betweenlight, mediumand heady The light load consideredhe inter-
arrival time betweenjobs basedon all pointsshavn in 3(b), soit haslong periodsof
inactivity anda few peakperiods,in whichtheinter-arrival time betweerjobsis small.
To createthe mediumload workload,we usedonly a subsetof the inter-arrival times
from Fig 3(b) with the peakperiods Finally, theheary loadassumethatall jobsof the
workloadarrive at sametime; in this casewe justignoretheinter-arrival time between
jobs.

To evaluateour proposalwe useds performancenetrics:workloadexecutiontime
(Eg. 1), workloadidle time (Eqg. 2), meanjob responsdime (Eq. 4), meanjob wait
time (Eqg. 3) andmeanjob slovdown (Eq.5). As theparallelcomputeywe useda Linux
clustercomposeaf 16 nodeswvith 3.0 GHz Pentium4 processorsl GB mainmemories
and120GB secondarynemorieseachjnterconnectetby a FastEthernetSwitch.

P
WorkloadExecTime = " JobExecTime; Q)
P
W orkloadl dleTime = Total Time ", JobExecTime; (2)
; H P n J obW aitT ime ;
M eanJobWaitT ime = = [ foce el 3)
M eanJobRespTime = = | ~JopWarl ime i+ Jobe xecT ime | (4)
J obRespT ime
_ n J ObE xecT ime
MeanJobSowdown = | gt (5)

5.2 Experimental Results

Using the workload derived from the previous characterizationywe presentsomeex-
perimentakesultsin orderto evaluatethe effectivenes®f the schedulingstrateyiesdis-
cussedMore speci cally, we evaluatehow well the schedulingstratgieswork when
the systemis submittedto varyingworkloadandnumberof processors.

In orderto evaluatethe impactof the variability of the workload on the effective-
nesf thestratgies,weincreasedheloadoneachexperimento testwhichscheduling
strat@yy presents betterperformanceo eachsituationandwhich stratgiesareimpos-
sibleto usein practice.In the rst threeexperimentglight, mediumandheavy load),
we useda clustercon guration composedf only 8 processorswith the heavy load,
we saturatedhe systemto testthe alternatves.In our nal experiment(scalabilityun-
derheary load), we comparethe two beststratgieswith the sameoptimizationsand
analyzethe scalability of the strategjiesfor differentclustercon gurations(8, 12 and



16 processors)We useda 0.95con dencelevel andapproximatevisual inspectionto
compareall alternatves.The con denceintenalsarerepresentedy c; (lower bound)
andc, (upperbound).

This rst experimentteststhe schedulingstratgies underlight load for a cluster
with 8 processorsAs we seein Table1(a),the meanexecutiontime for all workloads
andstratgieswasvery close.

Strategy| Average Min Max| Std.Dev G C
AS 2065488.4[2029272.3R155312.6836921.232042604.82088371.99
BS 2065463.72029279.8#2155222.4136903.642042591.02088336.45
NOAS |2065464.68029245.12155317.2(B6930.322042575.4}2088353.90
OAS [2065410.48029242.9f2155136.9886896.7¢2042542.082088278.89

(a) Executiontime for eachstrateyy underlight load

Strateyy|Average Min| Max|Std.Dev G C
AS 1189.0861.863980.32 1309.36377.542000.61
BS 1214.0857.1094070.59 1321.27395.142033.0(
NOAS |1209.7(090.263975.8(0 1304.82400.982018.43
OAS [1263.5%90.194156.01 1328.39440.222086.8¢

(b) Idle time for eachstrateyy underlight load.

Stratgy|AverageMin| Max|Std.Dev| ¢1| ¢
AS 9.617.07/11.82 1.498.6910.53
BS 7.875.77 9.32 1.157.1 8.59
NOAS 8.136.0110.24 1.337.30 8.95
OAS 4.843.64 5.89 0674.43 5.25

(c) Meanjob wait time for eachstrateyy underlight load

Stratgy|Average Min| Max|Std.Dev C1 C
AS 189.28186.76191.44 1.50188.35190.21
BS 162.16158.03164.50  2.04160.89163.42
NOAS | 168.28166.28170.67 1.36167.44169.44
OAS 107.82101.68110.65  2.63106.45109.149

(d) Meanjob responsdime for eachstrategy underlight load

Table 1. Schedulingstrat@iesperformancdor differentworkloadsunderlight load

A light load implies large inter-arrival times;in this case the intervals were often
larger thanthe time necessaryo executea job. Thus,if a schedulingstratgy spends
moretime executingjobsthananotherne,for alight loadit doesnot matter However,
we obserein Table1(b) thatsystemusingOptimizedAnthillSched(OAS) spentmore
time idle thanthe otherones.This is a rst indicationthat jobs executedwith OAS
strat@y have a lower responsdime, aswe con rm in Table1(d). Whena job spends
lesstime executing,as the inter-arrival time is long, the systemstaysidle for more
time, waiting for a new job submissionthana systemin which ajob spendsnoretime
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executing.As canbe seenon Table1(c), the meanjob wait time, andconsequentlyhe
meanjob responsdime for OAS, is really lower thanthe otherstratejies.

As our rst conclusionsthis experimentshaws that for a light load, independent
of schedulingstrat@y, the inter-arrival time betweenjobs prevails over the workload
executiontime, becausgobsareshorterthanthat.As we expectedaschedulingstrateyy
thatreduceghe meanjob wait time andconsequentlyhe responsédime, increaseshe
idle time of thesystem.

Table2 shavstheresultsfor themoderatdoad pro le.

Strate)y| Average Min Max|Std.Dev G C
AS 179681.76179401.58179807.61 106.49179615.75179747.7
BS 154321.8¥150995.24155923.211394.01153457.87155185.8
NOAS (160181.04159284.49161230.22 548.7(0159840.95160521.1
OAS |103100.88 97447.9(0106026.052413.90101604.76104597.0

Lanu A AN RERN

(a) Executiontime for eachstratgyy undera mediumload

Stratgy|AverageMin| Max|Std.Dev| c¢1| ©
AS 11.400.00 86.5¢ 27.23-5.4828.27
BS 10.420.00 84.74 26.52-6.0226.86
NOAS 21.010.00120.53 39.66-3.57/45.6Q
OAS 32.590.00119.77 48.37 2.6162.57

(b) Idle time for eachstratgyy undermediumload

Stratgy| Average Min Max|Std.Dev C1 C
AS 56660.1453618.3258737.131442.2655766.2357554.0%
BS 44165.6941342.7946325.721612.3343166.3745165.0
NOAS |46849.7243929.0149249.1()1449.2345951.4947747.9%
OAS |18721.5115228.0821785.222032.2917461.9019981.11

(c) Meanjob wait time for eachstratey undermediumload

Stratgy| Average Min Max|Std.Dev cl| C
AS 56839.8]53798.0158916.781442.2855945.8857733.73
BS 44319.9741497.7(46481.64 1613.0143320.2345319.71
NOAS |47009.8744089.3749409.531449.2146111.6647908.09
OAS |18824.4915325.5221891.1%$2033.9217563.8320085.1

(d) Meanjob responsgime for eachstratgy undermediumload

Table 2. Schedulingstratgiesperformancdor differentworkloadsundermediumload

With mediumload,theinter-arrival timesarenot alwayslargerthanresponséimes.
In Table2(a), AS presentedhe worstexecutiontime for all workloads.After that,BS
andNon OptimizedAnthillSched(NOAS) presentedimilar performancewith alittle
adwantagdor BS. Table2(b) shavsthaton average OAS achievedthehigheridle time.
Aswecon rm in Table2(c,d),themeanjob wait andrespons¢ime arelower whenthe
OAS is used sothe systemhave moreidle time waiting for anothefjob arrival.
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With this experiment,we obsene thatthe All-in-all Strategyy (AS) is not a viable
stratgyy basedo all evaluatedmetrics.In our context, we cannotassumehatall Iters
arecomplementaryCPU-boundandl/O-bound),asAS does.However, for othertype
of jobs or maybea subgroupof Iters, resourcesharingcanbe a goodalternative [21].
Moreover, the BalancedStrat@y (BS) andNon-OptimizedAnthillSched(NOAS) pre-
sentedsimilar performancesowe cannotdiscardbothalternatves.

Basedon our previous experiment,we do not considerAS an alternatve from this
point on. In the third experiment,we evaluatethe schedulingstrategjies underheary
load. In this casewe do not considerthe systemidle time, giventhatall jobs aresub-
mitted at the sametime. Theresultsareshavn in Fig. 4.
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Fig. 4. Schedulingstratgiesperformancdor 10 differentworkloads

In this casefor all metrics,OAS wasthe beststratgy, andNOAS theworst. NOAS
andBS parallelizeshortjobs,creatingunnecessargverheadandreducingperformance.
Not only that,but NOAS schedulinglecisionsareslightly worsethanBS. Thathappens
becausén our datamining jobs, the rst Iter tendsto have muchmorework thanthe
others,so NOAS assignsnoreprocessorso it andfewer processorso the otherones.
However, the rst lter readsdatafrom secondangtorageijts copiesareonly effective
if they canbe placedwheredatais stored If therearemorecopiesof it thannodeswith
input data,somecopieswill beidle, while other Iters, thatgot fewer copies,become
bottlenecks.
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Basedonthecon denceintervals,our resultsshav thatNOAS is notaviablealter
native, becausdor shortjobs, the parallelizationof jobsleadsto a high responséime,
aswe seein Fig. 4(b). Moreover, BS presente@ lower performancehanOAS. Despite
of thelow performancechiezedwith BS, we arenot corvincedyetthat OAS is really
betterthanBS. Becausehereis a considerabl@amountof shortjobsin the workloads,
the optimizationin AnthillSchedmaybewhatgivesit anadvantageover BS. To check
that,we includedthe sameoptimizationin BS for the next experiment.

Our nal experimentveri es whetherOAS hasabetterperformanceéhanOBS(Op-
timized BalancedSchedulinglandif it scalesup from 8 to 16 processorsWe usedthe
heary load con guration andvariedthe numberof processorérom 8, 12 to 16 while
consideringour performancemetrics(execution,responsewait andslowvdown times,
meanvaluesfor all workloads).

Accordingto Fig. 5 and a visual inspectionof the con denceintervals, all met-
rics shav thatevenwith the optimizedversionof BS, OAS hasbetterperformanceln
Fig. 5(d), thelarge slowdown is dueto the shortjobs, which have low executiontimes,
but high job wait times(Fig. 5(c)) underthe heary load.
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Fig.5. OBSandOAS performancdor all workloadsin aclusterwith 8, 12 and16 processors

Finally, thislastexperimensshovedthatOAS is moreef cient thanOBS.Moreover,
OAS scaledupfrom 8to 16 processordueto our limitationson computingresources,
we could not vary the numberof processordeyond 16. From the results,our main
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hypothesighatthenumberof Iter copiesC; for 31 jobsdependequallyonthenumber
of input bytesB; andthe executiontime E; of each Iter wasveri ed. In preliminary
tests,not shawn in this paper we obsenred that the useof differentweightsfor CPU
andl/O requirementsn the AnthillSchedalgorithm(Fig. 2) did not seemto be a good
alternatve asthe executiontime of the controlled executionincreasedHowever, as
future work, theseexperimentscanbe moreexploredbeforewe de nitely discardthis
alternatve.

6 Conclusion

In this work we have proposedjmplementedin a real system)andanalyzedhe per
formanceof AnthillSched.Irregularanditerative I/O-intensive jobshave somefeatures
thatarenot takeninto accountby paralleljob schedulersTo dealwith thosefeatures,
we proposeda schedulingstratgyy basedn simpleheuristicsthatperformswell.

Our experimentsshow thatsharingall resourcemmongall Iters is notaviableal-
ternative. They alsoshav thata balancedlistribution of Iter copiesamongprocessors
is notthebestalternatve either Finally, we concludedhattheuseof aschedulingstrat-
egy which considergobsinput parameteranddistributesthe lter copiesaccordingo
eachjob's CPU and I/O requirementss a good alternative. We namedthis stratey
AnthillSched.It creates continuoudata o w among lters, avoiding bottlenecksand
taking iterativenessinto account.Our experimentsshov that AnthillSchedis alsoa
scalablealternatve.

Ourmaincontributionsaretheimplementatiorof our proposedaralleljob schedul-
ing strat@y in areal systemanda performanceanalysisof AnthillSched,which dis-
cardedsomeotheralternatve solutions.

As future works we see,amongothers:the creationandvalidationof a mathemat-
ical modelto evaluatethe performanceof parallel 3l jobs, the explorationof different
weightsfor CPUandl/O requirementén AnthillSched,andits usewith otherapplica-
tions.
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