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Abstract

Grid Computing brought the promise of making high-performance computing cheaper and more easily available than tradi-
tional supercomputing platforms. Such a promise was very well received by the data mining (DM) community, as DM applica-
tions typically process very large datasets and are thus very resource intensive. However, since the Grid is very dynamic and
parallel data mining is prone to load unbalancing, obtaining good data mining performance on the Grid is hard. It typicaly re-
quires for the scheduler to understand the inner works of the application, bringing two related problems. First, good Grid schedul-
ers tend to be very specialized in the application they target. Second, changing the application may require changing the sched-
uler, what may be specially chalenging when there is no clear separation between the application and the scheduler code. We
here propose and evaluate a knowledge-based approach that provides abstractions to the DM developer and optimizes at runtime

the DM application on the Grid.
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1. Introduction

The process of Data Mining (DM) for extracting
useful information from data requires high processing
capability and is often seen as a potential application
domain to the Grid [1]. The performance of DM phases
is improved with task parallelization through the sev-
eral Grid nodes. Typicaly, DM tasks compose a job
that is submitted to a scheduler (a.k.a. broker), whichis
responsible for finding the adequate nodes to perform
the tasks.

The development of DM Applications for the Grid
and the efficient execution of these applications involve
different problems from the viewpoint of the main
actors who participates of these activities. From the
DM application developer’s viewpoint, the ided situa-

tion is that he/she should not be concerned with Grid
issues to be exclusively focused on the aspects of
higher application. The developer desires to deal with
the Grid in the most transparent way possible, as a
support to the computing needs the application re-
quires. From the user’s viewpoint, who requires high
performance when the DM application runs, we never-
theless observe that completely hiding Grid details is
not always possible due to the fact that DM applica-
tions running in parallel are very prone to load unbal-
ancing [2].

Our work proposes to reconcile the developer’'s
and user’s viewpoints. We provide a set of abstractions
that the DM application programmer uses to build
his’her application without worrying about any Grid
aspect. We build on early works on DM formalization
such as the Knowledge Grid [3], which represents
knowledge about DM in an ontology. We combine



such knowledge with Grid knowledge (al so represented
in an ontology) to schedule the application in a robust
and efficient way. The use of explicit knowledge about
DM and Grids alows for the reuse and improves the
portability of the applications.

As DM applications and Grid platforms are explic-
itly represented in the ontology, an optimization service
is implemented to intercept their submission to the
Grid, identifying the parts of the application (proce-
dures) to be parallelized and optimizing the configura-
tion of the tasks to be submitted to the Grid. The task
configuration is done by means of a problem solving
method (PSM) of configuration [4]. A PSM is a
method that attempts to reproduce the steps of reason-
ing for solving a particular problem. It provides a struc-
ture in which a given type of problem can be classified.
In a case of a configuration task, the heuristic knowl-
edge about task configuration and optimization is rep-
resented explicitly in terms of constraints and repairs,
which are created and updated by an ex-
pert/administrator, while DM applications are devel-
oped without having to know about them.

We present our approach, describe the implemen-
tation of the PSM, and eval uate the performance of DM
applications when heuristic knowledge is used. The
implementation was done in OurGrid [5], a Grid mid-
dleware developed for running Bag-of-Tasks (BoT)
applications (paralel application composed by inde-
pendent tasks). The choice of OurGrid as platform
incorporates a subjacent goal. The main characteristic
of OurGrid is that it is very easy to be deployed be-
cause it does not require any initial configuration of the
Grid nodes. Thus, the optimization aspects must be
treated at runtime. Furthermore, as OurGrid has a ge-
neric scheduling which requires no explicit information
about the application; it represents a good example of
how to combine our optimization approach with a
knowledge-free scheduling.

2. Knowledge Representation and Abstractions to
the Development of Data Mining Applications

To derive profit from our approach, the devel oper
must use a set of components that implements DM
functionalities and encapsulates Grid concepts. These
components define the tasks to be parallelized in the
Grid as well as alowing the DM developer to profit
from the advantages of code reusing and abstraction of
the Grid issues.

Besides the components provided to the user, our
approach makes use of an ontology of concepts about

the DM application and about the Grid. Two basic
concepts are task and job. A task is a set of DM proce-
dures (i.e. functions of a DM agorithm) to be run in
some Grid node. A job is a set of tasks to be scheduled
to nodes on the Grid. Our ontology describing the DM
application domain used some concepts from [7]. For
instance, the definition that C4.5 is a supervised
TDIDT (Top Down Induction of Induction of Decision
Tree) classification agorithm is made in the DM ontol -
ogy. However, our ontology has afiner granularity than
[7] because we have defined the characteristics of the
procedures that compose an agorithm. Moreover, Grid
properties, such as the fact that a certain Grid middle-
ware only executes BoT applications, are also made
explicit in the ontology. These concepts facilitate the
representation of rules in the knowledge base to be
explored by the optimization service during the execu-
tion of DM applications. Another innovative feature of
our ontology is that, besides the Grid and DM concepts,
the ontology also represents the concepts that integrate
these two domains. The concepts of process (an appli-
cation in execution) and transaction (each interaction
made by a process with the Grid in order to get a set of
DM procedures executed by it) are examples of these.

In Figure 1, we have a piece of the implemented
ontology with its taxonomies (solid lines), and how its
concepts relate to each other (traced lines). Particularly,
we exemplify the definition of the conceptsinvolved in
a DM application. The C45App01, in the ontology, is
described as an application that implements C4.5, a
TDIDT dgorithm, which is a kind of classification
algorithm. We can see that the C45App01 has the pro-
cedures C45AttEvalCO1 and C45AttEval D01, respon-
sible for the continuous and discrete attribute evalua-
tion, according to C4.5 algorithm. These procedures
realize the same activity, but as they have different
computing complexity, they are represented separately.
On the same Figure, it's possible to note that the con-
cepts of process and transaction perform the integration
between the concepts of application and procedures
from the DM domain with the concepts of job and task
from the Grid domain. Finaly, we can see that the
concept of Grid is declared as an entity that has nodes
to perform tasks and a middleware for its own man-
agement and the scheduling of tasks. As an example,
we have a Grid middleware that deals with BoT appli-
cations, the OurGrid.

The concepts described in the ontology are used to
configure jobs to be submitted to the Grid. In the next
Section, we describe how this occurs.
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Fig. 1. A part of SMARTBASEG' s ontology describing DM and Grid concept

3. Optimizing DM applicationsin Grids

Using the af orementioned definitions we were able
to model performance optimization as a job configura-
tion problem on which we apply the propose-and-revise
PSM algorithm. This algorithm was originated from
works on knowledge acquisition where the basic goal
was to aid the process of expertise modeling. A con-
figuration problem is described as a set of input and
output parameters (or variables), a set of constraints,
and a set of boundaries to detect and fix constraint
violations. A solution consists of a value assigned to
the output parameters that does not violate any con-
straint. The main activity is to configure the job with a
set of tasks by successive proposals of including a DM
procedure into a task, and revisions if any constraint
that defines the quality of the whole configuration is

violated. In a nutshell, the propose-and-revise PSM
consists of the following phases:
1. Specify. It generates a list of typical

components of the artifact to be produced.

2. Propose. It proposes to insert a component in
the design.
3. Veify. It verifies whether the inserted

component violates any constraint. If a
constraint was violated go to 4 else go to 2.

4, Critique. It produces a list of actions for fixing
the problems identified in 3.

5. Select. It selects the repair action to be
executed.

6. Modify. It executes the action modifying the

design and goes to 5 until al the constraints
are satisfied. Go to 2.
In our context, the inputs are the DM procedures to be
submitted to the Grid (which were not assigned to a
task yet) and a set of empty tasks. The output (or the
job configuration) is a set of tasks that contain the DM
procedures.

In such a PSM, an externa user (a Grid adminis-
trator, for instance) must define the constraints that
regulate the algorithm and guarantee its effectiveness.
It's here that the expert knowledge is represented.
Some basic constraints used in our context are exempli-
fiedin Table 1. Let T; and Ty be different tasks aready
inside the job configuration, pr, py and p, be TDIDT
procedures being proposed to (or aready inside) the
job configuration at a given moment, and f. and f,, be
functions that estimate the execution time of a DM
procedure and of a task, respectively. Constraint 1
specifies that every DM procedure must be assigned to
one task. The second constraint specifies that if two
tasks have only DM procedures with the same esti-



mated execution time (represented by f.(p)) or one of
them is empty then the difference between the numbers
of DM procedures from each task must not be bigger
than one. The idea here is to seek an equal distribution
of procedures in tasks and, consequently, to have tasks
with similar estimate execution time.

Cons

1 Constraint Description
traint

1E (=T, such thatszTl) then ¢vinlations;

20| IF T @) and (T, =) or Cv’pg T, Vp,€ Tkéfe(pg) =f,pyand(T|- [T, > 1)
then aviolafions

3| U @e T e T, ad (5,005,025, or £,0))

then wviclations

Table 1. Examples of constraints to be verified after each propose
step.

Other type of constraints refers to the use of
TDIDT knowledge. The intention here is to make spe-
cific adjustments regarding the computationa effort by
taking into account the nature of the DM procedures.
We do such estimation of a procedure execution time
by looking up the computing complexity of this proce-
dure represented in the ontology. The task execution
time (represented in Table 1 as f,,(T)) is consequently
obtained from the sum of the estimate execution time
of the procedures belonging to this task. The proce-
dures “Continuous Attribute Evaluation” and “Discrete
Attribute Evaluation” are examples of these. The in-
formation about their complexity is represented in the
ontology: O(n?) for the first and O(nlog n) for the latter.
Therefore, the PSM can be driven by constraints that
try to reduce the difference between the estimated exe-
cution times of two given tasks. Constraint 3 is an ex-
ample of modeling such a rationale. If the estimated
execution time of a task is greater than the estimated
time of another task and thereis a procedure in the first
task with an estimated time less than that difference of
the estimated times, then a violation occurs. In other
words, by estimating the execution time of the tasks,
this constraint identifies unbalancing between the tasks.

In Table 2, we see the possible courses of action
taken in case any of the aforementioned constraints are
violated. The Fixes List column details the appropriate
actions taken to repair the violations. For violation 1,
the DM procedure that has not yet been assigned is
alocated to an empty task. For violation 2, the task
with most procedures assigned is compared to that with
the fewest procedures. The difference between their
respective numbers of procedures is halved and that
number is transferred to the task with the fewest proce-

dures. Thisis done to balance the computational effort
amongst them®. Finally, for violation 3, we try to bal-
ance the number of procedures by moving a procedure
from one task to another as a possible repair. More
precesily, a DM procedure is moved from the task
assigned to the most procedures to the one with the
fewest procedures.

FixesList
1| T,=T,u (p,), where ~IT,e T, such that [T, < [T
2 | T,=T,-T,andT, =T, UT, where T, C T, and [T, = (T} - [T,)/2
3| To=T;- ) md T, =T, U {p)
3| T=T- (o) and T=Tiu {py)
3| Ty=T~{pg and T, =T, U {pg

Table 2. Actionslist to fix constraint violations.

Constraint and fixes are represented by means of
production rules. Our implementation relies on the
JEOPS (Java Embedded Object Production System)
inference engine [8]. Table 3 gives an example of how
aconstraint is represented in JEOPS.

/I Load balance rule.
rule Rule05 {
declarations
br.unifor.upml.proposeandrevise.Constraint constraint;
br.unifor.dmgrid.smartbaseg.ontology.Task task1;
br.unifor.dmgrid.smartbaseg.ontology.Task task2;
conditions

/l task1 and task2 have procedures ?

taskl.getProcedures4Grid().size() > O;

task2.getProcedures4Grid().size() > 0;

Il measures if there is load unbalancing where task2.Fw
represents f,and task2.minFe() represents the minimum 7 for
the procedures of task1

((taskl1.getFw() - task2.getFw()) > task1l.minFe());

actions

constraint.setViolatedConstraint(true);

Table 3. A constraint rule in JEOPS

The procedures used in the conditions and in the
actions were defined in the ontology. It is important to
note that our choice of this methodology was deter-
mined early on because it allows us to obtain the
knowledge of the DM/Grid specialist through rules.

Y n this example, we consider that no information about the per-
formance of the Grid nodes exists. For that reason, we assume that
they have the same performance.




This enables easy heuristic enrichment, requiring only
that the specialist/administrator insert new constraints
into the rule base.

4. Evaluating the Performance of a DM Application
with the Use of Heuristic Expert Knowledge

In order to make a validation of our proposal, we
have implemented C4.5 [9]. This agorithm performs
successive division of the initial training set while it
builds a decision tree. After each iteration, C4.5
chooses an éttribute to be the root of the decision tree
and divides the training set for each value of the chosen
atribute. The procedure for choosing the best attribute
to be the root of the tree is the most costly of the ago-
rithm. Fortunately, it is parallelizable, since it is neces-
sary for itsrealization the execution of a new procedure
(called attribute evaluation) for each one of the in-
volved attributes. Our implementation of C4.5 used a
component furnished by our approach that is responsi-
ble to compute the atribute evaluation. Within this
component the attribute evaluation task is parallelized
and the interfaces with the optimization service are
aready provided.

The DM and Grid ontology were generated
through the Protégé tool [10]. The heuristics to better
direct the use of the Grid during the execution of the
application that implements the C4.5 (C45App01) are
the following.

In the task load balance heurigtic, there's the as-
sumption that the number of tasks produced by the
algorithm must correspond to the number of available
machines in the Grid at a moment. Therefore, the tasks
can be grouped in order to improve load baancing
between the machines. Such a heuristic is particularly
interesting in TDIDT algorithms that divide iteratively
the initial dataset. Without this heuristic, at a certain
moment of the algorithm execution, a large number of
tasks are submitted to the Grid, each one processing a
small dataset. Then the overhead of the queue man-
agement can be greater than the time of execution in
the Grid nodes. Besides that, task grouping heuristic
can also avoid excessive file transfer when more than
one task in the queue treat the same dataset. To solve
this, the optimization strategy of using the task load
bal ance heuristic groups the tasks by two or more tasks
in accordance with the amount of machines. In [11] we
describe the results we obtained using this heuristic.

A more elaborated heuristic is named task balance
with application knowledge. This heuristic is similar
the previous one; however, it is enriched with knowl-
edge about the application. In such a case, the task

grouping is made not just taking into consideration the
amount of machines, but also the task type and mainly
itscost. In TDIDT algorithms, internal calculations can
vary strongly in function of the type of attribute that is
participating of these caculations. For example, in
continuous attributes, it is always necessary to make a
sort of the attribute values before the calculation itself.
In discrete attributes this does not occur. Consequently
the evaluation of a continuous attribute is more costly
than an evaluation of a discrete attribute. The heuristic
basic idea is to homogeneously distribute the tasks in
accordance with the type of attribute preventing exces-
sive evaluations of continuous attributes in certain
machines. Suppose for example, 100 tasks generated by
an agorithm that is mining a database with five con-
tinuous and five discrete attributes in a Grid with 50
machines. This type of heuristic |eads the optimizer to
produce 50 tasks with 2 attribute eval uations each: one
of continuous attribute and another of discrete attribute.
For the heuristic evaluation, we generated seven
artificia databases with 100,000 examples and 16 at-
tributes. The first database has only discrete attributes
and the second only continuous. The others are com-
posed of continuous and discrete attributes in different
proportions (see the proportions in Figure 2). Our in-
tention is to explore situations where having knowledge
about the application, it's possible to dynamically con-
figure and dispatch tasks to the Grid, influencing the
performance of the applications. In Figure 2, we see the
execution average time of three applications, which are
different versions of C4.5 agorithm, mining the seven
different databases. First, a serid version of the ago-
rithm was executed, in the local machine without use of
the Grid. Then, the second version of the agorithm was
executed on the Grid, with no heuristic, using the
Grid's default scheduler. Finally, the third version of
the algorithm, using the constraints and fixes defined in
Table 1 and Table 2, was executed on the Grid. The
tests were performed in OurGrid, an about 500-node
25-site free-to-join Grid for BoT applications. Since
OurGrid isin production and is used by many users, we
do not have complete control over it. As such, we
repetely ran experiments until we got a 95% confidence
interval for the results. Most of the nodes in OurGrid
are Pentium IV, 256-512MB machines with Win-
dows/XP or Linux. Intra-site communication is typi-
caly a 100 Mbps swiched LAN, and site connection to
the Internet varies from 256 Kbps to 34 Mbps. The
current status of OurGrid, and information on how to
join and use it, are available at http://www.ourgrid.org.
The results show that the automatic configuration
based on the constraints improves the performance of



the applications. The task balance with knowledge
heuristic produced best performance, even as the pro-
portion of discrete and continuous attributes varied.
Moreover, making these heuristics explicit in the opti-
mization layer reduces, for the DM programmer, the
concerns related to the application performance on the
Grid. We therefore maintain that optimization can be
decoupled of the application and an expert in Grid (and
maybe in DM optimization) represents his/her knowl-
edge in terms of constraints and repairs.

Fig. 2. Execution time of three versions of C4.5 algo-
rithm using different approaches.

5. A Case Study in Public Safety

Our approach has been to mine the Brazilian Pub-
lic Safety database, called INFOSEG, which consists of
a huge set of records about crime from the different
states of the country. The whole database contains
about 30 million records. Basically the database con-
tains information about the type, place and time of the
crime, victims and perpetrators. A data preparation
phase was done with the inclusion of statistical data
from the socia and economical profile of residents of
the places represented in the database.

The mining process was done by means of a soft-
ware called SUARTBASEG. It possesses a set of tools
for helping the entire knowledge discovery process.
SMARTBASEG'S main screen is depicted in Figure 3
where a decision tree describing concepts learned from
the INFOSEG database is illustrated. The example
describes a tree where the class of the concept is the
time of the communication of the crime. The high-
lighted branch of the tree represents a case where the
concept of slow communication, representing the inter-
val between the time a crime is committed and the time
it is reported to the police, is characterized by crimesin
area 3. In this case the victim is an unschooled female

on a public street. SMARTBASEG integrates the ap-
proach we have described here and the submission of
the application and its use in the Grid is transparent to
the user. The mining of the INFOSEG database is run-
ning experimentally on the OurGrid. We are now de-
ploying a Grid specific for the Ministry of Justice in
Brazil with 87 nodes. Among these nodes, a dual-xeon
processor machine is installed in each of the 27 states.
The other 60 are Pentium 1V’s, which will be installed
at the Ministry of Justice’s headquarters. Each state-
level department can explore its own data as well as
mine the databases for regions covering multiple states.
The explicit representation of heuristic knowledge, as
we show in this article, has been very useful in that
case study, because it alows us to treat the particulari-
ties of each state-level database in a way that the code
of the algorithms embedded in SMARTBASEG remains
untouched. For instance, some state databases do not
contain fields describing the perpetrators and victims of
crimes. This significantly reduces the size of the data-
base and the conceptua tree produced by the ago-
rithms C4.5 and COBWEB. Furthermore, the increase
of Grid nodes due to the activation of the Pentium
machines also implied in changing heuristics to make
better use of the resources. Using the techniques de-
scribed here, we will not be required to change the DM
applications to cope with such modification.

6. Related Works

Most of the approachesto DM in Grids have prob-
lems of efficiency [12]. In particular, a BoT Grid suf-
fers from overhead due to the processing that must be
performed on the machine that runs the broker. Load
balancing can adso be crucia. On the other hand, some
works aim at making the DM phase more efficient
through parald access to the databases being mined.
These solutions are typicaly found in database man-
agement systems, and some of them are already avail-
able in commercial products [13]. However, these
works do not consider the fact that the increase in DM
efficiency does not depend exclusively on the im-
provement of data access. In fact, the complexity of a
procedure is connected to its own logic of data han-
dling. For example, a procedure that sorts a file re-
quires more resources than another one that simply
reads the same file. Therefore, the lack of knowledge
by the scheduler about the type of processing and com-
plexity makes an intelligent choice of Grid nodes un-
feasible. For sake of simplicity, some Grids adopt the
strategy of using schedulers with a minimum of infor-
mation about the application [14]. Although simple,



this approach forsakes performance optimization that
depends on knowledge about the application. Other
works on DM suggests the implementation of heuristics
to deal with situations characteristic of a heterogeneous
environment [15]. The strategy is to identify the best
Grid configuration for a given application. They mainly
consider the granularity of tasks, the size of the data-
base and the quantity of nodes to be used, which pro-
vides a basis for deciding the best way to schedule and
distribute tasks. The identification of these propertiesis

possible through the use of Grid monitoring mecha
nisms and agorithms for the learning process that dy-
namically determines the state of the Grid nodes [16].
With this approach, it is possible to make an intelligent
scheduling of mining tasks. Another way to improve
the application’s performance on the Grid is to leave
the optimization task exclusively to the application
programmer. He/she embeds optimization strategies
within the own application, creating his’her own
scheduling [17]. Since the scheduling issues

Fig. 3. Screenshot of adecision tree in SmartBaseG' s viewer.

are encased in the application code, these two alter-
natives lack an adequate discernment regarding
situations of high generality and those of low or no
generality that demand a high level of effort when
maintenance is necessary.

Recently, some researchers have tried to use ar-
tificial intelligence techniques in this context by
applying planning algorithms to create an execution
strategy that takes into account the features of both
the application and the Grid [18]. These approaches
share the basic assumption that it is possible to
prepare an efficient strategy in advance, which is
still static during the whole KDD process. The plan

is prepared with base on information about the
application that typically comes from an estimate of
the job execution time. This estimate is derived
from historical data and on information about the
Grid. Despite the generality of these approaches,
they still suffer problems of load balancing, mainly
because precise information derived from historical
data about the application can be hard to converge
and then the information can become obsolete dur-
ing job execution.



7. Conclusion and FutureWork

This article described the moddling of a con-
figuration algorithm for preparing a set of tasks that
represent procedures of a DM application, and its
implementation and use in SMARTBASEG. Our
approach improves the application performance,
while shielding the developer from Grid details that
are proneto change. This was possible because a set
of components was supplied to the developer and
because both DM applications and Grid concepts
were characterized in terms of an ontology. This
characterization enables the definition of an optimi-
zation layer that can decide the best way to submit
DM procedures to the Grid.

The main contribution of this work is to show
that it is possible to provide a dynamic optimization
service for better execution of DM applications on
the Grid by using knowledge about the Grid and
about the DM application being executed. More-
over, this avoids the devel oper of these applications
to be concerned with the particularities of the Grid
and the means to get better performance onit.

Our research continues to focus on identifying
and evaluating promising heuristics. Specificaly,
we are investigating the simultaneously use of mul-
tiple heuristics by combining information about the
application with dynamic characteristics of the
Grid. Other perspectives are to explore the concur-
rent execution of different applications trying to
improve the Grid throughput, to extend the formal-
ization of task configuration problem in order to
consider nodes with heterogeneous performances
and to experiment with a Grid middleware with
different features than a BoT one.
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